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Abstract—Simulation software is vital to ALife research. It is
known that stoichiometry is important for modeling real world
ecosystems. However, most currently available ALife
simulators ignore stoichiometry mechanics. Of course, not all
AlLife research is trying to model life as it is found on earth. In
this paper, we demonstrate the value of including simple
stoichiometry in ALife simulation software. Through extensive
simulation results, we show that it is worthwhile even in
simulators far removed from modeling real organisms on
earth. Including simple stoichiometry allows agents to fill
niches in a complex food web instead of all directly competing
for the same resources. This increases the adaptability,
survivability, robustness, and diversity of the simulated agents.
Consequently the simulator is more powerful and will
ultimately yield more intelligent agents.

I. INTRODUCTION

HE field of artificial life is highly dependent on

software simulations of living or life-like systems. The
most common approach is the agent-based simulation.
Popular examples include Ray’s Tierra [1], Yaeger’s
PolyWorld [2], Adami and Brown’s Avida [3], and
Komosinski and Ulatowski’s Framsticks [4]. Other ALife
modeling approaches include constraints on a dynamical
system in Taylor’s EvoCA [5] and information flow in Xia
and Jiang’s ALife Grid [6].

One of the observations that researchers working from a
more ecological mindset have pointed out is that most ALife
simulators ignore the stoichiometric mechanics of real
ecosystems [7]. This tends to greatly limit their applicability
to modeling real biotic populations [8]. One of the chief
challenges of ALife is how to evolve organisms that are
more complex and interesting than what has thus far been
produced. Much of the research focuses on co-evolution and
niche construction [9], [10]. Instead of trying to design a
very complicated environment, the evolutionary arms race
between different types of agents will provide the drive for
continually increasing agent complexity. Increasing the
variability of the simulated environment is another option
[11]. Measuring artificial evolution [12] and trends in the
evolution of complexity [13] have been explored.

Niche construction is the process in which an organism
alters its own or other species' environment, often but not
always in a manner that increases its chances of survival.
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Traditionally, niche construction has been viewed as simply
being an aspect of the organism's phenotype, and not having
any special role in evolution. However, recently several
biologists have argued that niche construction is as
important to evolution as natural selection; not only does the
environment cause changes in species through selection, but
species also cause changes in their environment through
niche construction. The effect of niche construction may be
especially pronounced in situations where the alterations
persist for several generations, introducing ecological
inheritance. Organisms inherit two legacies from their
ancestors, genes and a modified environment. Niche
construction is increasingly viewed as an important, often
neglected, component of the evolutionary process [14].
Inspired by niche construction, this paper seeks to
investigate the importance of stoichiometry to AlLife
simulators with some simple agent models. The more
complex agent model for real organisms will be investigated
elsewhere. We shall not go as far as to model a virtual
chemistry, as others have done [15] because it is too specific
to biochemical life. Instead, we consider “materials” in a
more general sense that nonetheless allow for collection,
transformation, storage, elimination, etc. to occur.

II. ECOSYSTEM BACKGROUND

The term “ecosystem” is generally understood to denote
the biotic and abiotic components of an environment
considered in relation to each other as a unit. The analysis of
an ecosystem is generally broken down into energetics,
stoichiometry, and evolution. Energetics concerns the flow
of energy into, through, and out of an ecosystem. In the real
world, energy typically enters an ecosystem as sunlight, is
converted to chemical energy, goes through many chemical
transformations, is used to do some mechanical work, etc.,
and ultimately is lost as waste heat. The stoichiometry
component studies those chemical transformations and the
food webs that cause them. Evolution is used to examine the
connectedness of the ecosystem’s different organisms, along
with how and why their populations have come to be
interdependent.

Most ALife simulators model energetics and evolution in
one form or another. In this paper, we examine whether or
not it is worthwhile to include a model of the materials
component in an ALife simulator as well. By worthwhile,
we mean in the abstract ALife sense, not in the sense of
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modeling a real ecosystem. To state that a model of some
real organisms is improved by making the model more
realistic seems a truism. However, if one is concerned only
with ALife in general, and not necessarily the special case of
biochemical life, i.e., life as we know it, does including an
abstract material model in the simulation improve it? To test
this, we consider the following properties of our artificial
ecosystem: stability, survivability, robustness, diversity, and
adaptability. Stability is the insensitivity of the ecosystem to
its initial conditions. Survivability is the average lifespan of
an agent. Robustness is analogous to the population size.
Diversity is the level of genetic variation in the agent
population. Adaptability is how well the agent population
responds to a sudden change in the environment.

III. EcoSmM

A. Overview

EcoSim is an agent based ecosystem simulator we
developed from scratch. The parameters that govern its setup
are given in Table I. EcoSim incorporates the stoichiometry
mechanics, i.c., a material component, into an ALife
simulator without much loss of generality. The purpose of
EcoSim is to test the effects of this material component on
various system properties of an ALife simulation, such as
stability,  survivability, robustness, diversity, and
adaptability. This will give us insight into whether or not it
would be worthwhile for ALife simulators to include such
capability.

TABLE I
ECOSIM PARAMETERS

Symbol Meaning
X world horizontal circumference
Y world vertical circumference
1, initial plant population
M,, maximum plant population
R, rate of plant renewal
Ry rate of plant death
T, types of material plants produce
Ry rate plants produce materials
M, maximum energy a plant can produce in one round
1, initial agent population
Mgy minimum energy for agent reproduction
Lo T initial agent energy
Lo T initial number of genes per agent
Iyt initial types of material agents can eat/produce
R rate of agent mutation

+ These parameters have a direct effect on the first-generation of agents
only. They do not apply to subsequent generations which are created
exclusively through the crossover and mutation of their parent agents.

B. Materials

Since we are trying to add the material component
without loss of generality, materials should be very abstract.
Each material object has a type ID, which identifies it as
equivalent to other material of the same type, and an
amount, which indicates the energy stored in it. One material
object can be converted to another type of material object

and energy, with some energy being lost in the conversion
process. Energy is needed by agents to live and to take
actions. Agents cannot magically store energy; it must be
stored in the form of one or more materials.

C. Environment

The environment is essentially the set of non-agents. The
flow of energy into the ecosystem, the initial storing of that
energy in material, etc. are abstracted as part of the
environment. For convenience, we refer to the producers as
plants; they could just as easily be deep sea vents,
processing resources, magnetar pulses, etc. The environment
in EcoSim is represented as an XxY pixel grid. Multiple
agents can fit in one grid square, e.g. for human-sized
agents, one pixel would represent roughly a 2 meter square.
The EcoSim world has a torus topology, so there are no
edges or boundaries from the perspective of the agents.

Initially the environment is seeded with /,, randomly
positioned plants. Thereafter, existing plants die with
probability R,; and new plants are introduced with
probability R,. The plant population can never exceed M,,,
i.e. this is the limit of what the available sunlight, soil
nutrients, etc. can support. Each plant has a particular
material type, randomly assigned at creation, that it produces
each round with probability R,,,. There are T, different types
of material that plants can produce.

D. Agents

The environment is also initially seeded with I, first-
generation agents. These agents are created with 7, initial
energy to get them started. One unit of energy is defined as
the energy required by an agent to be alive and active for
one simulation round. Each first-generation agent has /I,
genes.

A gene codes for the production of a type of enzyme.
Enzymes are defined by their in and out types, which
determine the type of material accepted as input and the type
of material produced as output. An enzyme with the
appropriate in type is necessary for an agent to eat a
particular type of material. For the first-generation agents,
the enzyme in and out types are independently and randomly
selected from I, possible types. Thereafter new agents are
produced only by the mating of two parent agents. The
offspring genotype is created through crossover of the
parents’ genotypes with R, probability of mutation. Each
parent donates % of its current energy to the offspring. To
account for the inefficiency of this process, half the donated
energy is lost and so the offspring receives only % from each
parent.

At the start of each simulation round, the order of the
agents is randomized. Then the agents act in turn according
to behavior rules as shown in Fig. 1.

Mating produces a single offspring agent via crossover
and mutation. Crossover is accomplished by lining up the
parents’ genes according to enzyme in type. When both
parents have a gene for the same in type, one is randomly
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selected to pass on to the offspring. This is the closest we
have to alleles given the simplistic nature of our agents. If
only one parent has a gene for a particular in type, the
offspring receives that gene. After crossover is finished, a
mutation may occur, with probability R,,. There are two
possible kinds of mutation: value and swap. A value
mutation changes an enzyme’s in or out type to a different
type. A swap mutation exchanges an enzyme’s in and out
types. The gene to be mutated is randomly selected.

if ( alone with one other agent )
if ( have enough energy )
mate //costs % current energy
endif
else
start moving
if ( see material nearby )
move to material
endif
if ( location contains edible material )
eat edible material
endif
endif
if ( too much stored material )
deposit material
endif
pay energy expense
if ( out of energy )
die
endif

Fig. 1. The pseudocode for the agent action rules.

Agents try to move toward material objects in the
environment to get more energy. In order to eat material
objects of a particular type, an agent requires an enzyme that
accepts that material type as input. Eating extracts energy
from the material object. The enzyme output type
determines the type of material that the digested material
object becomes after the agent has processed it. The amount
of material an agent can store is limited to the sum of its

Iae
10 °

The second term exists so that some material is left in the
carcass of a dead agent. If this limit is exceeded, the agent
deposits half of its stored material at its current location. The
material loses half its energy during deposition, to simulate
the limited efficiency of the digestion process.

At the end of its turn, an agent loses one unit of energy as
the cost of staying alive and being active. An agent that runs
out of energy dies, leaving its remaining stored material in
the environment for other agents to eat.

current energy and where I, is the initial agent energy.

IV. EXPERIMENTAL SETUP AND SYSTEM MEASUREMENT

The default values for EcoSim’s parameters are given in
Table II for the simulation results discussed in Section V.
Fig. 2 shows the diagram of the EcoSim and a snapshot of
the EcoSim display. All the simulation results reported in
Section V indicate the simulator state 1000 iterations after
initialization.

Environment

o

c [ Material

Plant

\
. [ Agent

(a)The diagram of the EcoSim.

(b)A snapshot of EcoSim display.
Fig. 2. EcoSim Simulator.

The properties of the EcoSim simulation we are primarily
interested in are stability, survivability, robustness, diversity,
and adaptability. We use the standard deviation of the
population size as our measure of stability, since it is a good
indication of how sensitive the system is to the particulars of
its initial state. Average agent lifetime is used as our
measure of survivability, being a reasonable gauge of how
successful an individual agent is in the environment. Note
that we can only use the lifetimes of agents that die during
the simulation run, since the lifetimes of agents still alive are
unknown. Robustness is assessed using the total agent
population size, as this indicates how well the agents are
able to exploit the environment. To measure diversity, we
define the following formula to measure genetic variation
between two agents:

| (l’ J)e AGene.s' /\(i’ J)E BGenes
| (i,j)e AGenes/\EIk;tj:(i,k)eB (1)
|

Genes

otherwise
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where A and B are the agents under consideration. Recall
that in EcoSim agent genes simply code for enzymes which
are themselves defined by their in and out types. Thus the
ordered pair (i, j) uniquely identifies a particular gene. The
average genetic variation between all pairs of living agents
is used as the measure of diversity.

TABLE II
ECOSIM PARAMETER DEFAULT VALUES
. Default
Symbol Meaning Value
X world horizontal circumference 300
Y world vertical circumference 300
1, initial plant population 1500
M,, maximum plant population 3000
R, rate of plant renewal 0.11
Roa rate of plant death 0.09
T, types of material plants produce 5
Ry rate plants produce materials 0.2
maximum energy a plant can produce in one
M, 5
round
1, initial agent population 300
Mgy minimum energy for agent reproduction 25
L t initial agent energy 200
L T initial number of genes per agent 5
Iyt initial types of material agents can eat/produce 10
R rate of agent mutation 0.1

+ These parameters have a direct effect on the first-generation of agents
only. They do not apply to subsequent generations which are created
exclusively through the crossover and mutation of their parent agents.

To measure the agent adaptability, we simulate a sudden
drastic change in the environment, i.e. a disaster, and
observe the effect this disaster has on the other properties of
the system. For our purposes, a type of plant is randomly
selected, and then on the specified iteration all plants of that
type are killed and removed from the simulation. They are
not replaced by plants of anther type; they are just gone. The
intent is to simulate a disaster such as a plague effectively
wiping out a particular species in an ecosystem. Of course,
there are other analogous phenomena, e.g. a part that robots
depend on is discontinued by the manufacturer or a material
needed for some construction project becomes prohibitively
expensive. The important idea is that the agents must adapt
to the loss of something they had depended on.

V. RESULTS AND DISCUSSION

In each of Fig. 3 through Fig. 12, a single parameter is
treated as a variable, shown on the horizontal axis, while all
other parameters are held constant at their default values
from Table II. Each data point is the mean of 35 simulation
runs, and the error bars indicate one standard deviation.
Figs. 10 through 12 omit the error bars for clarity; the error
bars for their variables can be viewed separately in earlier
figures.

The effect of varying the number of different plant types
is shown in Fig. 3. Since the total number of plants is fixed,
increasing the number of plant types means that there are
fewer plants of each type and therefore it is more difficult
for an agent to find plants it can feed on. Recall that the

first-generation of agents is initialized with support for 10
different types of materials; support for other types can be
added only through mutation. As expected, both the
population size and the mean agent lifetime begin to drop
off as the number of plant types goes above 10. The
interesting thing is that for less than 10 plant types,
increasing the number of plant types actually increases the
average agent lifetime, while the population remains fairly
stable. It at first seems odd that agent survivability would be
improved by making it more difficult to find food, but on
consideration what we are seeing is the effects of niche
construction. Instead of directly competing, the agents form
a complex food web. This benefit outweighs the increased
difficulty of finding food. As the number of plant types goes
above 10, only agents with lucky mutations are able to eat
the new material types, and consequently those genes are
much rarer than if they had been randomly distributed in the
first-generation agents. Longer simulation runs would allow
these beneficial mutations to become more prevalent in the
agent population.
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Fig. 3. The effect of the number of different plant types on the
agent population size, average agent lifetime, and average genetic
variation between agents.

Fig. 4 and Fig. 5 are quite similar because ultimately they
both show the effect of varying the rate that energy is
entering the environment. In Fig. 4, it is modulated by the
rate that plants produce material, i.e. the probability for each
plant that it produces material during a given iteration. In
Fig. 5, it is varied by the maximum amount of energy that a
plant may put into material each iteration that it produces
material. The population is strictly monotonically increasing
as would be expected. The more interesting observation is
that the average lifetime quickly increases at first, and then
trails off. This is attributed to two factors. First, as the
population increases there is more competition for resources.
Especially early on, the population is increasing much faster
than the increase in energy rate. Consequentially, even
though there is more energy entering the environment, there
is actually less energy available per agent. The second factor
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is that the lifetime can only be recorded for agents that die
during the simulation. As more overachievers achieve
“immortality” (i.e. outliving the simulation), the lifetime
measurement is skewed increasingly to represent the
underachievers among the agents.
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Fig. 4. The effect of the plant material production rate on the agent
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variation between agents.
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Fig. 5. The effect of the maximum plant energy production on the
agent population size, average agent lifetime, and average genetic
variation between agents.

Fig. 6 shows the effect of varying the initial number of
material types that agents can eat or produce. Initially,
increasing the diversity of the agent gene pool is beneficial.
The variety allows different agents to fill different roles in a
complex and interdependent food web. After a point, where
the number of agent supported material types becomes 2 to 3
times the number of plant types, the diversity starts to
become a liability. There are too many niches and not
enough agents in each niche, and thus the interdependencies
become unreliable. Thus, population drops and average
lifetime trails off.

500 4
400 1 ( TTTUI t
- T I 5
2 350
= [ s
2 200 1 % s
\52507 ——20%
3 200 ] s
F TRE 15 S
[-% T F
g uﬁd 2 S
10
100 1
50 15
0 ; ; ; ; ; ; ; ; ; 0

0 5 10 15 20 25 30 35 40 45 50
Initial Number of Material Types Agents Can Eat/Produce

\—Popu\ation Size —%—Mean Agent Lifetime —&—Mean Genetic Variation \

Fig. 6. The effect of the initial number of material types that
agents can eat or produce on the agent population size, average
agent lifetime, and average genetic variation between agents.
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Fig. 7. The effect of the initial number of genes each agent has on
the agent population size, average agent lifetime, and average
genetic variation between agents.

The effect of varying the number of genes each first-
generation agent has is shown in Fig. 7. In general, we see
that having more genes is beneficial, though there is some
moderate penalty for being overly complex. Up to about 5,
increasing the number of genes provides a significant benefit
to the agents. Having more food options enables each agent
to fill multiple roles in the food web. The genetic variation
trails off because as each agent has more genes, the
probability that a given gene is shared by two agents
increases. An important observation is that the population
and average lifetime both trail off as the number of genes
continues to increase. EcoSim does not have any algorithmic
penalty for having more genes; this is an emergent effect.
What we are seeing is that the ecosystem really does
function better when agents specialize in particular niches.
As the number of genes per agent increases, each agent is
becoming a “jack of all trades” so-to-speak, and the food
web blurs. This configuration is less effective than when the

Authorized licensed use limited to: Stevens Institute of Technology. Downloaded on June 5, 2009 at 23:17 from IEEE Xplore. Restrictions apply.



agents were more specialized. Of course, being completely
specialized (1 gene per agent) was much worse. Thus, the
best agents must strike a balance by specializing in
particular roles while still having a variety of capabilities.

Fig. 8 shows that varying the mutation rate has a
significant effect on the genetic variation among the agents,
but negligible effect on the population and average lifetime.
It is important to note here that in EcoSim a gene is at worst
useless. If deleterious or malignant genes were a possibility,
then obviously this would not be the case.
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population size, average agent lifetime, and average genetic
variation between agents.

The effects of a simulated disaster at different times in the
simulation are shown in Fig. 9. As expected, a disaster is
more damaging the earlier it occurs, for several reasons.
First, the ecosystem is more vulnerable because there are
fewer agents (300 initially) and the food web is still being
formed. Second, the agents have had less time to evolve and
are thus less fit for the environment. Third, over time energy
accumulates both in the reserves of individual agents and as
loose material in the environment. These reserves can help
agents weather the storm so-to-speak after the disaster and
thereby survive long enough for the food web to be repaired.

The following three figures, Fig. 10 through Fig. 12, are
comparisons. They show the differences between the results
obtained using EcoSim normally versus using a modified
version with the simple stoichiometric component removed.
The modified version is designated NE for “non-typed
energy” because it uses a generic energy resource as is
common in most ALife simulators. Thus, NE agents can eat
any energy they encounter. The hope is to show as clearly as
possible what the effects of requiring that energy be
embodied in types of material has on the properties of the
simulation.

500

110

[
o
S

[N
=]
<]

o

S
L
IS

Population / Lifetime
N w
g 8
—
.
} H
Genetic Variation

o
S

o
S

o
o

0 100 200 300 400 500 600 700 800 900 1000
Disaster Time

‘—F‘opu\ation Size ——Mean Agent Lifetime —&—Mean Genetic Variation ‘

Fig. 9. The effect of an environmental disaster on the agent
population size, average agent lifetime, and average genetic
variation between agents.

Fig. 10 and Fig. 11 have the same independent variables
as Fig. 4 and Fig. 5, respectively. They are still quite similar,
but what we are interested in here is the difference between
the normal EcoSim results and the NE results. In both cases,
the results are quite similar with one major difference. The
average agent lifetime peaks significantly higher in normal
EcoSim. Given that the EcoSim agents have a more
challenging environment, this shows that EcoSim agents are
markedly better than the NE agents. The NE population is a
bit higher, but this is to be expected since no energy is being
wasted whereas in EcoSim some of the energy invariably
ends up trapped in material that none/very few of the agents
can eat. Also of interest is that the NE population is much
less stable than the EcoSim population; particularly in Fig.
10 it gets quite choppy whereas the EcoSim population
changes more smoothly in response to different parameter
values.
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Fig. 10. Comparison of the effect of plant material production rate
on the agent population size and average agent lifetime for EcoSim
with and without material typing. “NE” designates non-typed
energy, i.e. the generic resource typically used in ALife simulators.
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The most compelling argument in favor of including some
model of ecosystem material dynamics in an AlLife
simulator is given by Fig. 12. The EcoSim agents are much
more capable of adapting to an environmental disaster. In
the NE case, a suitable fraction of the plant population is
wiped out randomly, since there are no types to select plants
by. A disaster early on almost completely annihilates the NE
agents, as reflected in their low lifetime and extremely low
population. Recall that there were 300 agents at
initialization. It is true that the average lifetime for the NE
agents does go slightly higher than the EcoSim agents,
however, this cannot be considered independently from the
total population. The NE population is a small fraction of
the EcoSim population, which drastically reduces the
competition for resources. As the NE population grows
closer to the EcoSim population in the late disaster cases, we
see that the average lifetime starts to fall again.
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Fig. 12. Comparison of the effect of an environmental disaster on
the agent population size and average agent lifetime for EcoSim
with and without material typing. “NE” designates non-typed
energy, i.e. the generic resource typically used in ALife simulators.

This illustrates clearly the problem with not-typed energy:
every agent is in direct competition with every other agent
for the same resource. Under stress, a small set of elite
agents rise to the top while the rest die out. This might
sound like a good thing—fewer agents make the simulator
run faster and the elite agents are by definition the most fit—
but remember that to work effectively evolution depends on
variation within the population. A population that is too
small loses its ability to adapt, and then extinction is
inevitable. In the real world this is called minimum viable
population size. Adding a material component to the
simulation allows the formation of a food web where agents
fill different niches. These complex networks of
interdependencies greatly reduce the importance of each
dependency, since the food web has some redundancy.
Agents compete only within their niches, which increases
agent survivability and promotes diversity.

VI. CONCLUSION AND FUTURE WORK

The inclusion of a simple stoichiometric component in an
ALife simulator has value in its own right. It was known that
such a component is necessary for accurate simulation of
real world ecosystems, but we have shown that it is still
valuable even if there is no desire to model life on earth.
Including a material component in an ALife simulator
increases the adaptability, survivability, robustness, and
diversity of the simulated agents. Fig. 10, Fig. 11, and
especially Fig. 12 directly show this improvement in
comparison to the same simulator without simulated
stoichiometry.

Our future work will focus on making the agents and
environment more sophisticated. We intend to make a 3-
dimensional environment with simulated physics. Agents
will be fully defined by their genetic code, such that
everything from their body structures to their brains and
behaviors will evolve. This project was very specifically
intended to investigate if it would be worthwhile to include a
simulated stoichiometric component before we built our
sophisticated simulator. Based on our results, we certainly
will include such a component. Our ultimate goal is to
produce agents that are sufficiently capable and adaptable to
be of real use. The simulated agents can then be embodied in
real robot hardware.
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